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Abstract

Visual relations form the basis of understanding our
compositional world, as relationships between visual ob-
jects capture key information in a scene. It is then advan-
tageous to learn relations automatically from the data, as
learning with predefined labels cannot capture all possi-
ble relations. However, current relation learning methods
typically require supervision, and are not designed to gen-
eralize to scenes with more complicated relational struc-
tures than those seen during training. Here, we introduce
a method for unsupervised discovery and learning of Vi-
sual Relations with graph-level analogy. In a setting where
scenes within a task share the same underlying relational
subgraph structure, our learning method of contrasting iso-
morphic and non-isomorphic graphs discovers the relations
across tasks in an unsupervised manner. Once the relations
are learned, our method can then retrieve the shared re-
lational graph structure for each task by parsing the pre-
dicted relational structure. Using a dataset based on grid-
world and the Abstract Reasoning Corpus, we show that our
method achieves above 95% accuracy in relation classifica-
tion, discovers the relation graph structure for most tasks,
and further generalizes to unseen tasks with more compli-
cated relational structures.

1. Introduction

Our world is naturally compositional: where concepts,
whether abstract or physical, are hierarchically composed
of constituent concepts and their relations. In parallel, hu-
man intelligence has evolved to understand and reason with
compositional structure. In the visual domain, this ability
has endowed humans to quickly understand visual scenes
and generalize to previously unseen, complex scenes. A key
factor in compositionality is understanding visual relations,
for example, that one object has the same shape as another.

In this work, we tackle a novel problem in visual rela-
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Figure 1. Two example BabyARC tasks and respective graphs.
Each task ¢ contains images with a shared relation subgraph
E(G¢). The input are image examples under “Example Tasks”.
Both the relation types and the graph of each task are unknown.
The goal is to infer the relation graph E/(g;), the corresponding re-
lations, and the shared relation graph E(G) for each task ¢. More
example inputs are shown in Fig. 7.

tions, which is learning and discovering relations in the un-
supervised setting, where relation types and labels are not
known a priori. In the unsupervised setting, the relevant re-
lations are learned from the data, removing the dependence
on predefined relation types. This unlocks greater gener-
alization capacity for learning, reasoning and composition-
ality. In contrast, when relations are learned with prede-
fined labels in a supervised context, this limits us to settings
which depend on those seen relations.

Our key insight is that the emergence of relations comes
from graph-level analogy, where scenes within a task share



a common relational subgraph consisting of concepts as
nodes and relations as edges. We introduce a graph-
isomorphism based objective to learn a distinct graph em-
bedding (computed from relation embeddings with a GNN)
for each task, which then encourages distinct clusters of re-
lation embeddings to form. Once our method has learned
the relations, our method retrieves the shared relational
graph structure for each task by parsing the predicted re-
lational structures.

Specifically, our input is a image of the scene, where the
dimensions of the image are [width, height, # colors, # ob-
jects]. The width and height are 16, and there are 9 colors,
and number of objects depend on the scene. Images are
padded to the maximum number of objects to handle vary-
ing object count. We use a convolutional neural net (CNN)
— multi-layer perceptron (MLP) — graph neural network
(GNN) to process the input, and an output is a final latent
embedding of the image representing the scene. We try out
two different loss functions, a contrastive loss function and
a classification loss function, using the task label against the
prediction.

While the types and appearances of concepts within a
task may vary, our method is able to infer the global rela-
tion types, achieve above 95% accuracy in relation classi-
fication in all our 6 dataset configurations, and retrieve the
common relational graph structure in seen tasks and further
generalize to unseen, more complex tasks.

2. Related Work

A number of recent works on compositionality have fo-
cused on the concepts, towards learning unsupervised ob-
ject discovery from visual data. These approaches include
decomposing an image into object slot representations [21],
using iterative variational inference [8], or encoder-decoder
autoregressive inference [6]. Furthermore, the importance
of object centric representations and decomposition have
arisen in visual reasoning tasks, as have been explored in
[5,27,30].

From the other angle of compositionality is visual re-
lations, which interconnect the properties between visual
objects. A number of works have explored visual rela-
tions, for scene graph generation or image reconstruction
[9, 11, 17], localization and grounding of subject-predicate-
object triplets [ 18], dynamics prediction [4, |5], visual re-
lation detection [22], and few-shot classification [26]. Liu
et al. [20] uses a pretrained text-encoder to encode relation
tokens in a natural language setting for scene generation.
Shanahan et al. [25] proposes PrediNet for compound re-
lation classification. These works have focused on apply-
ing visual relations to downstream higher-level tasks with
known relation labels, or learning relations in a supervised
setting. For our specific task setting of unsupervised visual
relation learning, there are no prior state of the art due to that
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Figure 2. Example of each of the three global relation types of the
BabyARC dataset.

we have created our own task formulation and approach.

3. Task and Dataset

Our setup is inspired by the Abstraction and Reasoning
Corpus (ARC) dataset [7], where the tasks provided in the
dataset aim to serve as a benchmark for human-level in-
telligence and reasoning. One of the inductive priors in
many ARC tasks is that the training examples are graph-
isomorphic, where there exists a common relational struc-
ture between the examples. A motivating ARC task exam-
ple is shown in Fig. 8 and more in Fig. 9 and 10. This
follows our motivation of applying graph-level analogy, for
the shared relational structure between tasks and to discover
the relations between objects.

However, due to the highly challenging and low data na-
ture of ARC, we evaluate our method on BabyARC [28],
a dataset generator which captures the graph isomorphic
essence of ARC tasks. Moreover, BabyARC provides the
underlying metadata of each generated example, allowing
evaluation of our method, e.g., the accuracy of the predicted
relations.

Datasets for visual reasoning such as CLEVR [12],
SHAPES [2], or Visual Question Answering [3, 10, 16, 19]
exist, but their setup differs greatly such as due to lack of
configuration to specify shared graph structure, use of lan-
guage query, their own additional task-specific complexi-
ties, or emphasis on different learning objectives.

3.1. BabyARC Setup

In the following, we introduce definitions for BabyARC:
Definition 1. Observation: represents a single image, which



contains a collection of n concepts, where n is known.
Definition 2. Concept: represents an object in the given
observation. Concepts may be rectangles, lines, etc.
Definition 3. Relation: represents the relationship between
two objects, specifically a visual relation in the BabyARC
setting. For example, if two objects share the same color,
the relation between these two objects would be referred to
as “same-color”. Similarly, “same-shape” represents that
two objects have the same shape, and “inside” represents
that one object is inside another object. If two objects do
not have any relations, the relation label is “none”.

Our task definition on the BabyARC is the following:
We are given a collection of observations (images) z;,¢ =
1,2,..., N, where each observation belongs to some
known task ¢ € T. Each task ¢ has an unknown unique
task graph G; = (V, E) with the nodes V = {objects}
and E = {relations between objects}, and e;; € E repre-
sents the relation type between the k™ and I object. All of
its corresponding observations share this common relational
subgraph E(Gy).

In addition, only the observations of each task are pro-
vided to the model, without knowledge of the objects, the
global relation types, or the underlying graph of each ob-
servation. The goal is to infer the global relation types, the
graph F(g;) of each observation x;, and the relational graph
structure E'(G,) belonging to each task ¢. To accurately in-
fer the underlying graph E(g;), this requires the model to
identify the correct relation type ey, ; between every object
pair.

Task 2: Task O:

Figure 3. Example of Task 2 (2 core objects), with red rectangle
distractor object, and Task 0 (3 core objects), with green distractor
object. The core objects are part of the relational subgraph.

Two example BabyARC tasks are shown in Fig. 1. These
examples show that the graph of each observation E(g;) is
isomorphic to the task graph E(G;). However, it may be
that only a subgraph of F(g;) is isomorphic to task graph
E(G;). We define objects which are part of the relational
subgraph as “core” objects, and ones which are not as “dis-
tractor” objects. Distractor objects can be viewed as random
objects added to the observation and irrelevant to task graph

E(Gy). The distinction between distractor and core objects
is not given to the model. Examples of tasks with distractor
objects are shown in Fig. 3.

Since we use a dataset generator, we are able to gener-
ate as much training examples as needed. Specifically for
training, we use 235 image examples per task for datasets
with up to 3 core objects (6 tasks total), and 350 image ex-
amples per task for datasets with up to 4 core objects (13
tasks total). For validation dataset, we use a total of 1200
image examples for validation, irrespectable of task count.
As mentioned, the width and height of the image is 16, and
there are 9 colors, and number of objects depend on the
scene (which is given). Images are padded to the maximum
number of objects to handle varying object count. There
is no data processing since we directly generate our exam-
ples, but standard data augmentation is used, where each
image is augmented with probability 0.9, and the possible
augmentations are random flipping, rotating, resizing, and
color. More examples are shown in Appendix A.5.
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Figure 4. Concepts: Examples of “Lshape* and “Rect*.

4. Method

4.1. Concept-Relation Graph Neural Network (CR-
GNN) Architecture

We propose the Concept-Relation Graph Neural Net-
work (CR-GNN) architecture, which takes advantage of the
subgraph isomorphic properties of each task. Our CR-GNN
architecture consists of a CNN object encoder f, to encode
each object, and outputs object embedding zl(ok) for the k™
object from image x;, a MLP relation encoder fr to encode
the relation zl(7 k) ; between the k™ and ™ object.

Encoding the input image through the object and relation
encoders, the image x; is represented as a latent graph g;,
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Figure 5. CR-GNN architecture, consisting of a CNN object encoder f,, a MLP relation encoder f,., and a GIN f,.

with 21(72 ; being its node features (note that here we use the

line-graph representation, where the node features are the
relation embedding), and two nodes are connected if two
relations shares the same object. After, a 2 layer f, graph
isomorphism network (GIN) [29] is applied to encode the
learned line-graph. An illustration of the CR-GNN archi-
tecture is shown in Fig. 5.

The CNN is a specific type of a neural network, where
at each layer, a set of filters slide over the input to produce
the output. At each filter location, the current filter takes a
dot product of its weights against the input, which lead to a
single output in the respective output channel. A MLP is a
standard vanilla multi-layer neural network, with activation
functions between each layer. A graph neural network op-
erates on a graph data structure, where the input is a graph
consisting of nodes and edges. The GNN processes each
node by feeding it through the MLP or single layer, depend-
ing on implementation, and uses message passing to aggre-
gate messages from nodes which share a same edge. This is
done repeatedly until we arrive at our final representation.

The model design choices are guided by the goal of the
task objective. The CNN object encoder embeds each vi-
sual object into an embedding vector, and the MLP relation
encoder maps each pairwise concatenation of objects into
a relation embedding vector. We output an explicit repre-
sentation for the relation vector encoding as this forces the
GNN encoder to depend only on the relational properties of
the input, rather than other properties of the objects them-
selves. We apply a GIN encoder on top of the line-graph
constructed with the relation latent vectors to take advan-
tage that all observations of the same task are subgraph-
isomorphic.

4.2. Loss function objective

We introduce and explore two main loss objectives to
learn the CR-GNN model. The first objective is a con-
trastive learning based objective which minimizes the dis-

tance of the graph representation of each example of the
same task (intra-task), while maximizing the distance with
respect to examples not in the same task (inter-task). The
mathematical formulation of the contrastive objective is:

>
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Ecomrastive =

+ max(0,n — || f4(gx) — fo(gm)ll2 (1)

where the first summation defines the intra-task loss, and
the second summation defines the inter-task loss. Given
that each task shares a common subgraph, its graph repre-
sentation fy(g;) should be similar within the task (intra-task
loss), and should be different between different tasks (inter-
task loss). 7 here is a margin hyperparameter.

The second objective is a classification (cross-entropy)
based objective. Each example is classified as one of task
graphs, using the true task label as ground truth. The math-
ematical formulation of the classification objective is:

Laassity = Y Lop(Linear(f,(g:)), y)

Vien

2

where L is the standard cross-entropy loss, between the
true task ID y against the predicted task ID. The predictions
logits are obtained via a linear layer following the graph
representation learned from the GIN f,. This linear layer is
trained along-side the other model components.

An additional loss term, which is the information bot-
tleneck loss, allows constraining the information between
the observation X and the relation embedding Z("), which
forces the relation latent dimension to use more clustered
embedding. This can be seen as a regularization on Z(") to
capture only the most relevant information about X, which
is the relation types in our case. The mathematical formula-
tion of the information bottleneck (IB) is:



I(X;Z2M) 3)

where 7 is the mutual information function (Eq. 4), Z (r)
is the random variable concatenating the relation embed-
ding zl(Tk) ; for an observation x; € X. This implementation
follows from Alemi et al. [ 1] which uses a variational upper

bound [ 14] for tractable computation.

5. Experiments
5.1. Setup

In the following experiments, the global relation types
for BabyARC dataset are defined to be “none”, “same-
shape”, “same-color”, and “inside”. Visual examples of
these relations are shown in Fig. 2. The object shapes
are a rectangle (“rect-solid”), hollow rectangle (“rect”),
“Lshape”, and line “line”, and see Fig. 4 for some exam-
ples.

Our dataset specifications also allow us to generate
datasets of varying numbers of core objects and distractor
objects. We investigate two categories of datasets: tasks
containing 2-3 core objects, and tasks containing 2-4 core
objects. We also vary the number of distractor objects, with
three configurations: no distractor objects, 1 distractor ob-
ject, and 0-2 distractor objects. The relation specification
for each task are described in Appendix A.2.

Examples of two tasks of the (2-3 core, 0 distractor) gen-
erated dataset is shown in Fig. 1. In the first image of Task
0, the brown rectangle has the relation “same-color” with
the brown “Lshape”, and the brown “Lshape” has the rela-
tion “same-shape” as the yellow “Lshape”.

We train our CR-GNN model with the two loss objec-
tives as previously defined, and on datasets with 2-3 core
objects or 2-4 core objects, and varying number of distractor
objects depending on the configuration. We also observed
the effect of adding the IB loss.

5.2. Hyperparameters: Model and Training

The CNN object encoder is a 4 layer CNN, MLP rela-
tion encoder is a 3 layer MLP, and GIN graph encoder is 2
layer GNN with 3 layer MLP for each GNN layer. All the
activation functions used are the LeakyRelu function. The
model was optimized using the Adam [13] optimizer with
1x 10~ learning rate, 0.9 momentum, and no weight de-
cay. 1 x 10™* learning rate as it was the largest learning
rate without the loss diverging, and momentum is a stan-
dard value to use with Adam, which is also a standard op-
timizer which has worked well. Mini-batch size was 168
image examples, which worked well so it was not changed.
The latent dimension for objects is 100, and the latent di-
mension for relations is 20. The input with is an image of

Table 1. Sanity check: Relation classification validation accuracy
with supervision, 2-3 core objects.

ACCURACY
0.990

METHOD
SUPERVISED TRAINING

Table 2. Relation classification accuracy for 2-3 core objects

METHOD # DISTRACTORS

0 1 0-2
CLASSIFY 0.923 | 0.926 | 0.946
CLASSIFY + IB 0.919 | 0.918 | 0.901
CONTRASTIVE 0.959 | 0.961 | 0.954
CONTRASTIVE + IB | 0.952 | 0.963 | 0.957
BEST 0.959 | 0.963 | 0.957

16 x 16 x 9 X n, where 16 x 16 is width by height, 9 is
the number of total colors, and n is the maximum number
of possible objects in the dataset. The ground truth object
masks are provided as input, as our work is focused on re-
lation discovery, and not on object discovery. The margin
hyperparameter 7 for the contrastive loss is 20 x %, where 20
is the relation latent dimension. Each image is augmented
with probability 0.9, where the possible augmentations are
random flipping, rotating, resizing, and color. The weight-
ing for each respective losses are 1.0 for contrastive, if used,
1.0 for classify, if used, and 0.1 for IB, if used.

5.3. Sanity Check

To first verify and sanity check the representational ca-
pacity of the model architecture, I first trained the model
in a supervised setting, directly training the model with the
relation labels. The supervised validation accuracy of the
model relation classification is shown in Table 1. This result
demonstrates that model is currently of sufficient capacity
to learn the relation representations.

5.4. Results

The model is evaluated on two main aspects: the ac-
curacy of the model with predicting the correct relation
type between two objects, and inferring the relational graph
structure belonging to each task. These evaluations are
based off the dataset task goals we have defined in Section
2. Our primary metric for accuracy is the standard accuracy
calculation, (# number of correct predictions) \(# number
of predictions).

We evaluate the relation prediction accuracy as follows:
we apply k-means clustering to assign cluster labels to each
of the learned relation embeddings 21(72 ;- We permute glob-
ally how each cluster label is assigned to the ground-truth



Table 3. Relation classification accuracy for 2-4 core objects

METHOD # DISTRACTORS

0 1 0-2
CLASSIFY 0.956 | 0.955 | 0.965
CLASSIFY + IB 0.960 | 0.962 | 0.959
CONTRASTIVE 0.965 | 0.971 | 0.965
CONTRASTIVE + IB | 0.960 | 0.973 0.971
BEST 0.965 | 0.973 | 0.971

relation label. The maximum accuracy with respect to the
ground truth label ey, ; is then taken. We only compute the
relation accuracy between objects which contain a relation
label, as we do not know the underlying relation of object
pairs without labels. Model accuracy evaluation is done on
a validation dataset with the same parameters used to gen-
erate the training dataset, but with different random seed.

We did not overfit to the training set, as since this is
an unsupervised learning objective, we do not provide the
ground truth relation labels. We also observe that our vali-
dation losses do not go up as training loss decreases, which
also indicate that the model is not overfitting.

Table 2 & 3 show the relation classification accuracy for
our configurations. The model performance is similar be-
tween both objectives, with the contrastive objective per-
forming slightly better. In varying the number of introduced
distractor objects in both cases, there is not any accuracy
degradation due to this introduction.

Comparing the 2-3 core objects dataset against the 2-4
core objects dataset, there is an overall slight improvement
with training on the 2-4 core objects dataset. This is be-
cause the 2-4 core objects dataset includes a greater number
of task examples (13 vs 6), which allows learning better re-
lation representations in order for the model to distinguish
between different graphs.

Our model is able to infer the global relation types, as
shown in Fig. 6, a t-SNE visualization of the learned rela-
tion embeddings. The model clusters relation embeddings
of the same relation label close to each other, even when not
given the ground truth relation labels.

To infer the relational graph structure belonging to each
task, k-means evaluation method is used to predict the clus-
ter labels of the learned relation. The graph for each ob-
servation is then constructed with these predicted labels.
Since the number of objects in the observations of each task
may be different due to distractors, we take the maximum
common subgraph (MCS) of all the same-task constructed
graphs, which allows identifying the shared relational graph
belonging to each task.

Our MCS retrievals for the 2-4 core object, O distractor
dataset with the contrastive + IB objective are in Appendix

A.3, with evaluation method details described. our method
is trained and evaluated on the same 2-4 core object, O dis-
tractor dataset. The top 3 most frequently obtained maxi-
mum common subgraphs for each task are shown, and the
ground truth relational graph occurs in the top 3 retrievals
for most tasks. This demonstrates that our method is able to
uncover the ground truth shared relational graph structure
for most tasks.

Furthermore, we demonstrate the ability of our model
to generalize to tasks unseen during training. We train our
method on the 2-3 core object, 1 distractor dataset with the
contrastive + IB objective, and at inference time, evaluate
MCS retrievals on the 2-4 core object, 0 distractor dataset.
The relational structure of Tasks 6 to 12 are not seen during
training, but obtains the correct MCS in the top 3 retrievals
for most tasks. The full retrievals are shown in Appendix
A4

One current limitation is that the model only learns the
necessary relation representations needed to distinguish be-
tween the given tasks. We observed this similarly in our
earlier experiments, where we evaluated our method in a
setting with a limited number of tasks, and our method only
learned two relation representations as it was sufficient to
separate the tasks: “inside* and “same-shape'\ same-color®.

Our method currently does not distinguish between rela-
tions without a label “none*, and the “same-color* relation.
This can be visualized in the t-SNE visualization in Fig.
6, where the “none* and “same-color* relation distributions
overlap with each other. In the MCS retrievals, extraneous
predictions of “same-color* are found due to this reason.
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Figure 6. t-SNE visualization of learned relation embeddings, for
2-3 core, 0-2 distractor dataset with contrastive + IB objective.
The colors represent ground truth labels, where label O represents
no relationship label “none”, 1 is “inside”, 2 is “same-color”, 3 is
“same-shape”.



6. Conclusion

In this work, we propose our method for unsupervised
learning and discovery of visual relations with graph-level
analogy. We show that our method is able to infer the global
relation types, achieve above 95% accuracy in relation clas-
sification, and retrieve the shared relational graph structure
for most tasks.

We found that using the contrastive method worked best
for learning the graph embedding for each input, as this
gave us best results in each scenario for relation classifi-
cation. The reason is likely due to that the relation embed-
dings are better clustered when using this loss, thus using
k-means is able to achieve a higher accuracy. We also found
that the information bottleneck, while designed to encour-
age the relation embedding to only focus on the relevant in-
formation in the input, did not change model performance
by much. We also see that introducing more tasks helped
improve relation classification, which generally aligns with
our intuition that introducing more tasks will result in a bet-
ter learning signal.

Per our discussion on limitations, future work would be
understanding how to separate “none” and “same-color”
representations, with a promising approach being introduc-
ing more diverse tasks. I would also expand towards more
datasets, such as potentially trying to allow generation of
CLEVR with specified graph structure.
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A. Appendix
A.1. Mutual Information Function

The mutual information for PDFs for continuous distributions is defined as the following:

_ e LWE) o
706Y) = [ [ pttos 8t hde dy @

A.2. Tasks in each Dataset

The notation is the following: [(0, 1), ’same-color’] represents that the relation *same-color’ holds between the Oth and the
1st object. Only core objects are defined in the relations specification, not distractor objects. Visual examples for each task
are shown in Fig. 7.

For datasets containing 2-3 core objects, the tasks in the dataset are the following:

Task 0 (3 objects):
Task 1 (2 objects):
Task 2 (2 objects):
Task 3 (3 objects):
Task 4 (3 objects):
Task 5 (3 objects):

(0, 1), ’same-color’], [(1, 2), ’same-shape’]
(0, 1), ’same-color’]

(0, 1), ’inside’]

(0, 1), ’inside’], [(1, 2), ’same-color’]

(0, 1), ’inside’], [(1, 2), ’same-shape’]

(0, 1), ’same-color’], [(1, 2), ’same-color’]

—_—r—,————

For datasets containing 2-4 core objects, the tasks in the dataset are the following:
Task 0 (2 objects): [(0, 1), ’inside’]
Task 1 (3 objects): [(0, 1), ’inside’], [(1, 2), ’same-color’]

[

Task 2 (3 objects): [(0, 1), ’inside’], [(1, 2), ’same-shape’]

Task 3 (2 objects): [(0, 1), ’same-color’]

Task 4 (3 objects): [(0, 1), ’same-color’], [(1, 2), ’same-color’]

Task 5 (3 objects): [(0, 1), ’same-color’], [(1, 2), ’same-shape’]

Task 6 (4 objects): [(0, 2), ’same-color’], [(1, 2), ’same-color’], [(2, 3), ’same-shape’]

Task 7 (4 objects): [(0, 1), ’inside’], [(1, 2), ’same-color’], [(2, 3), ’same-color’]

Task 8 (4 objects): [(0, 2), ’same-shape’], [(1, 2), ’same-color’], [(2, 3), ’same-shape’]
[

Task 9 (4 objects): [(0, 1), ’inside’], [(1, 2), ’same-color’], [(2, 3), ’same-shape’]
Task 10 (4 objects): [(0, 1), ’inside’], [(1, 2), ’same-shape’], [(2, 3), ’same-shape’]
Task 11 (4 objects): [(0, 1), ’inside’], [(1, 2), ’same-shape’], [(2, 3), same-color’]
Task 12 (4 objects): [(0, 2), ’same-color’], [(1, 2), ’same-color’], [(2, 3), ’same-color’]

A.3. Task Maximum Common Subgraph Retrieval, with all seen tasks

The following show the Maximum Common Subgraph Retrievals for our method trained on 2-4 core object, 0 distractor
dataset with the contrastive + IB objective. The evaluation dataset is the same, on 2-4 core object, O distractor dataset. Thus,
relational structure of all the tasks shown is seen by the model during training.

To obtain the shared relational graph structure for each task, we would ideally take the maximum common subgraph
of all the constructed graphs on each task. In practice, however, the relation predictions are not perfect and one incorrect
relation prediction would then change the whole maximum common subgraph. To mitigate this, we compute maximum
common subgraph of subgroups instead of all the observations at once, and then use a counting mechanism to identify the
most frequently retrieved maximum common subgraph. The size of these subgroups is referred as the “group size”. In the
following result, the group size used is 5. The notation for interpreting the result is same as in Section A.2.

Task 0:
Count: 420, MCS: [(0, 1), ’inside’]



Task 1:

Count: 287, MCS: [(0, 1), ’inside’], [(O, 2), ’same-color’], [(1, 2), ’same-color’]

Count: 133, MCS: [(0, 1), ’inside’], [(1, 2), ’same-color’]

Task 2:

Count: 337, MCS: [(0, 1), ’inside’], [(O, 2), ’same-color’], [(1, 2), ’same-shape’]

Count: 83, MCS: [(0, 1), inside’], [(1, 2), ’same-shape’]

Task 3:

Count: 420, MCS: [(0, 1), ’same-color’]

Task 4:

Count: 270, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-color’], [(1, 2), ’same-color’]

Count: 150, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-color’]

Task 5:

Count: 305, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-shape’], [(1, 2), *same-color’]

Count: 115, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-shape’]

Task 6:

Count: 159, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-color’], [(1, 3), ’same-
color’], [(2, 3), ’same-shape’]

Count: 144, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-color’], [(2, 3), ’same-
shape’]

Count: 78, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-color’], [(1, 2), ’same-color’], [(2, 3), ’same-shape’]

Task 7:

Count: 230, MCS: [(0, 1), ’inside’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 3), ’same-color’], [(2, 3), ’same-color’]
Count: 101, MCS: [(0, 1), ’inside’], [(0, 2), same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-color’], [(1, 3), ’same-color’],
[(2, 3), ’same-color’]

Count: 69, MCS: [(0, 1), ’inside’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-color’]

Task 8:

Count: 242, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-shape’], [(0, 3), ’same-shape’], [(1, 2), ’same-color’], [(1, 3), *same-
color’], [(2, 3), ’same-shape’]

Count: 110, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-shape’], [(0, 3), ’same-shape’], [(1, 2), ’same-color’], [(2, 3), *same-
shape’]

Count: 39, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-shape’], [(0, 3), ’same-shape’], [(2, 3), *same-shape’]

Task 9:

Count: 195, MCS: [(0, 1), ’inside’], [(0, 2), same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-color’], [(1, 3), ’same-color’],
[(2, 3), ’same-shape’]

Count: 112, MCS: [(0, 1), inside’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), *same-color’], [(2, 3), *same-shape’]
Count: 97, MCS: [(0, 1), ’inside’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(2, 3), ’same-shape’]

Task 10:

Count: 253, MCS: [(0, 1), ’inside’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-shape’], [(1, 3), ’same-
shape’], [(2, 3), ’same-shape’]

Count: 117, MCS: [(0, 1), ’inside’], [(0, 2), same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-shape’], [(1, 3), ’same-
shape’]

Count: 37, MCS: [(0, 1), ’inside’], [(0, 2), same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-shape’]

Task 11:

Count: 196, MCS: [(0, 1), ’inside’], [(0, 2), same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-shape’], [(1, 3), ’same-
color’], [(2, 3), ’same-color’]

Count: 117, MCS: [(0, 1), inside’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), *same-shape’], [(1, 3), ’same-color’]
Count: 82, MCS: [(0, 1), ’inside’], [(0, 2), same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-shape’]

Task 12:

Count: 15, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-color’], [(1, 2), same-color’], [(1, 3), ’same-color’], [(2, 3), ’same-
color’]

Count: 9, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-color’], [(1, 3), ’same-
color’], [(2, 3), ’same-color’]

Count: 2, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-color’]



A .4. Task Maximum Common Subgraph Retrieval, with unseen tasks

The following show the Maximum Common Subgraph Retrievals for our method trained on 2-3 core object, 1 distractor
dataset with the contrastive + IB objective. The evaluation dataset is different, on the 2-4 core object, O distractor dataset. As
a result, the relational structure of Tasks 6 to 12 are not seen by the model during training.

Task 0:

Count: 420, MCS: [(0, 1), ’inside’]

Task 1:

Count: 270, MCS: [(0, 1), ’inside’], [(O, 2), ’same-color’], [(1, 2), ’same-color’]

Count: 150, MCS: [(0, 1), ’inside’], [(0, 2), ’same-color’]

Task 2:

Count: 360, MCS: [(0, 1), ’inside’], [(0, 2), ’same-color’], [(1, 2), ’same-shape’]

Count: 60, MCS: [(0, 1), ’inside’], [(1, 2), ’same-shape’]

Task 3:

Count: 420, MCS: [(0, 1), ’same-color’]

Task 4:

Count: 255, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-color’], [(1, 2), ’same-color’]

Count: 165, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-color’]

Task 5:

Count: 214, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-shape’], [(1, 2), ’same-color’]

Count: 206, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-shape’]

Task 6:

Count: 148, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-color’], [(1, 3), ’same-
color’], [(2, 3), ’same-shape’]

Count: 146, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-color’], [(1, 3), ’same-
color’]

Count: 79, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-shape’], [(1, 2), ’same-color’], [(1, 3), ’same-color’]

Task 7:

Count: 220, MCS: [(0, 1), ’inside’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-color’], [(2, 3), ’same-color’]
Count: 116, MCS: [(0, 1), ’inside’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-color’], [(1, 3), ’same-color’],
[(2, 3), ’same-color’]

Count: 67, MCS: [(0, 1), ’inside’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-color’]

Task 8:

Count: 135, MCS: [(0, 1), ’same-color’], [(0, 3), ’same-shape’], [(1, 2), ’same-color’], [(1, 3), ’same-color’]

Count: 120, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-shape’], [(0, 3), ’same-shape’], [(1, 2), ’same-color’], [(1, 3), *same-
color’]

Count: 107, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-shape’], [(0, 3), ’same-shape’], [(1, 2), ’same-color’], [(1, 3), *same-
color’], [(2, 3), ’same-shape’]

Task 9:

Count: 137, MCS: [(0, 1), inside’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), *same-color’], [(2, 3), *same-shape’]
Count: 128, MCS: [(0, 1), ’inside’], [(0, 2), same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-color’], [(1, 3), ’same-color’],
[(2, 3), ’same-shape’]

Count: 108, MCS: [(0, 1), ’inside’], [(O, 2), ’same-color’], [(0, 3), ’same-color’], [(2, 3), ’same-shape’]

Task 10:

Count: 258, MCS: [(0, 1), ’inside’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-shape’], [(1, 3), *same-
shape’], [(2, 3), ’same-shape’]

Count: 112, MCS: [(0, 1), ’inside’], [(0, 2), ’same-color’], [(1, 2), same-shape’], [(1, 3), ’same-shape’], [(2, 3), ’same-
shape’]

Count: 46, MCS: [(0, 1), ’inside’], [(0, 2), same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-shape’]

Task 11:

Count: 201, MCS: [(0, 1), ’inside’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-shape’], [(1, 3), ’same-
color’], [(2, 3), ’same-color’]

Count: 98, MCS: [(0, 1), ’inside’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), *same-shape’], [(1, 3), ’same-color’]



Count: 93, MCS: [(0, 1), ’inside’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(1, 2), ’same-shape’]

Task 12:

Count: 16, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-color’], [(1, 2), same-color’], [(1, 3), ’same-color’], [(2, 3), ’same-
color’]

Count: 9, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-color’], [(0, 3), same-color’], [(1, 2), ’same-color’], [(1, 3), ’same-
color’], [(2, 3), ’same-color’]

Count: 2, MCS: [(0, 1), ’same-color’], [(0, 2), ’same-color’], [(0, 3), ’same-color’], [(2, 3), ’same-color’]



A.5. Additional BabyARC examples

Task 0:

Task 1:

Task 2:

Task 3:

Task 4:

Task 5:

Task 6:
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Figure 7. BabyARC: The images above depict 3 examples for each task. While only 3 are shown for each task, we use 200-300 examples

per task during training.

A.6. Additional ARC example tasks



Figure 8. Example of an ARC task. The first column represents the input, and the second column represents the output, and the first two
rows are independent training examples. The last row is the test example for this task, where only the input image is given. In this task,
the objective is to color all the cyan objects with the same pattern as the non-cyan object, and then remove the original non-cyan object.
This procedure explains obtaining the output from the input. All the training examples share a common relational graph structure, between
the inputs and between the outputs. In the inputs, all the objects hold the relation “same-shape®, and three of the objects hold the relation
“same-color. In the outputs, all the three objects hold the relation “same-shape* and “same-color®. The ability to learn and identify
relations in unsupervised manner is essential, as this task requires both understanding of “same-shape* and “same-color* relations.




g L=

Figure 9. Another example of an ARC task. See caption in Fig. 8 for general task description. In this task, the objective is to count the
unique distinct objects by shape and color, and present the object with the largest count. In the inputs, the relational graph is the following:
various groups of objects share the relation of “same-color and “same-shape* with each other.



Figure 10. Another example of an ARC task. See caption in Fig. 8 for general task description. In this task, the objective is identify the
object with blue and green colors, and copy the object to the other shapes by aligning the red and yellow pixels. In the inputs, the relational
graph is the following: all but one of the objects hold the relation “same-shape* and “same-color. In the outputs, all of the objects hold
the relation “same-shape‘ and “same-color®.
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